
Homework Assignment 5

Max H. Farrell – Chicago Booth
BUS41100 Applied Regression Analysis

Due at the beginning of class of week 6

1 Newspaper Circulation

Data were collected on the average Sunday and daily (i.e., weekday) circulations (in thousands) for
48 of the top 50 newspapers in the United States for the period March–September, 1993. See the
newspaper.csv file on the course web site.

(a) Construct a scatter plot of Sunday circulation versus daily circulation. Does the plot suggest a
linear relationship between the variables? Do you think this is a plausible relationship?

(b) Fit a regression line predicting Sunday circulation from daily circulation.

(c) What do β0 and β1 represent in this model? Be precise.

(i) Is there any (statistically) significant relationship between Sunday circulation and daily
circulation? Justify your answer by a statistical test. Fully describe the test you are using,
include null and alternative hypothesis, test statistic, and critical value.

(ii) What is special in this context about the value β1 = 1? Given this data, is β1 = 1 plausible?
Justify your answer statistically.

(iii) Test the null hypothesis of β1 = 1 against a two-sided alternative, with robust standard
errors. What is the conclusion you reach? What is the p-value associated with this test?

(d) Suppose that you are proposing to add a Sunday edition of a newspaper with a weekday circu-
lation of 225,000 copies. What would you tell advertisers is the expected Sunday circulation?
What is the standard deviation of this expectation? What would you say when they ask you to
predict a likely range of possible Sunday circulation numbers?

(e) Argue that working with the logarithm of the circulation(s) might be better than using the raw
numbers. Fit the corresponding log-log regression model. Compare and contrast the fit and the
predictive interval obtained for the Sunday edition of a newspaper with a weekly circulation of
225,000 copies.

2 Can observational studies replicate experiments?

In class we studied data from the National Supported Work (NSW) experiment. Men were randomized
to either receive job training (the treatment) or not (control). We found the average treatment effect
was $1,794.34: treated men could expect to earn this much more than controls. What if we didn’t
have a randomized experiment? Could we still estimate this causal effect from observational data?
Answering these questions is the goal of this problem.

Suppose that the same 185 men received job training, and we want to know what effect this training
had on income, but we do not have access to the NSW control sample. That is, no experiment was
done. We need a control sample to compare too, and for this we have 2490 men drawn from the Panel
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Study of Income Dynamics (PSID). This is now observational data. The full data consists of the 185
treated men and these 2490 men to act as controls (file nsw_psid.csv).1

(a) Using the PSID control sample as though it were the control group for a randomized trial,
estimate the average treatment effect.

(b) Does the PSID sample appear to be a good control group for this purpose? What characteristics
of the men help answer this question? Provide data-based evidence and discussion for your
conclusion, either way you decide. How does this shed light on your finding in (a)?

(c) Using the above analysis to guide you, build a regression that attempts to control for any sources
of nonrandomization. Does using the partial F test help you further select/remove variables?
Does your regression-based treatment effect estimate recover the experimental benchmark treat-
ment effect estimate? Discuss the uncertainty of your regression-based estimate.

3 Beef – It’s What’s for Dinner

Revisit the cattle ranch and voting data from homework 3.

We have vote results (% YES), average SIZE of farm (hundreds of acres), and average VAL of products
sold annually by each farm (in $ thousands) for each of Montana’s 56 counties.

In homework 3 we tried three models:

> reg1 <- lm(YES ~ SIZE + log(VAL))

> reg2 <- lm(YES ~ SIZE)

> reg3 <- lm(YES ~ SIZE*log(VAL))

(a) Create log(YES). Does using this as the dependent variable lead to better regressions in a
demonstrable sense? If yes, how so?

(b) Put aside log(YES). Compare reg1 and reg2 using the partial F test. From these results, is it
advisable to pursue reg3?

(c) What if we pursue reg3 anyway? Is this worthwhile compared to reg1? Compare your results
to part (b) and discuss your findings. What model do you prefer based on this?

(d) Based on all these results so far, run one more partial F test to find the best model.

1The combination of the NSW and PSID data is one of the most-studied data sets in labor economics; many studies
have done (versions of) what you are about to do.
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