
Homework Assignment 3

Max H. Farrell – Chicago Booth
BUS41100 Applied Regression Analysis

Due at the beginning of class of week 4

1 Broadway Box Office

Continuing from homework 2

Let X and Y denote the weekly reports on the box office ticket sales for plays on Broadway in New
York for two consecutive weeks, respectively, in October 2004. (You can actually download similar
data from www.playbill.com.) The regression output for this data set in shown in the table below:

Variable Coefficient s.e. t-value p-value

Intercept 6805 9929 0.685 0.503
X 0.9821 0.01443 68.071 < 2× 10−16

n = 18 R2 = 0.9966 sε = 18007.56

Suppose that the model satisfies the usual SLR model assumptions, and that the SST for Y is
1.507773× 1012.

(d) Suppose further that X̄ = 822186.6 and sX = 302724.5. Construct the 95% confidence interval
for the slope of the true regression line β1.

(e) Some Broadway plays use the rule of thumb that next week’s gross box office results will be the
same as this week’s. Is this reasonable? (Justify/Refute using an appropriate hypothesis test.)

(f) Construct the 95% forecast/prediction interval for the estimate in (c).

2 Maintenance Costs

The cost of the maintenance of a certain type of tractor seems to increase with age. The file
tractor.csv contains ages (years) and 6-monthly maintenance costs for n = 17 such tractors.

(a) Create a plot of tractor maintenance cost versus age.

(b) Find the least squares fit to the model

costi = b0 + b1agei + ei

in two ways: first using the lm command and second by calculating a correlation and standard
deviations [verify that the answers are identical]. Add the fitted line to the scatterplot.

(c) Suppose you were considering buying a tractor that is three years old, what would you expect
your six-monthly maintenance costs to be? What is the 95% predictive (cost) interval for the
six-monthly maintenance of your tractor? Compare the endpoints of the interval to the observed
values of cost. What do you conclude about your prediction from this? Why or why not is this
conclusion surprising?
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3 Simulation from the SLR Model

Use the rnorm function in R to generate n = 100 samples of X ∼ N(0, σ2X), with σ2X = 2 (for help use
?rnorm). For each draw, simulate Yi from the simple linear regression model Yi = 2.5 − 1.0Xi + εi,

where εi
iid∼ N(0, σ2ε ), with σ2ε = 3.

(a) Show the scatter plot of Y versus X along with the true regression line.

(b) Split the sample into 2 subsets of size 25 and 75. For each subset, run the regression of Y on X.
Add each fitted regression line (use color) to your plot from (a). Why are they not the same?

(c) What is the marginal sample mean for Y ? What is the true marginal mean?

(d) Start a fresh scatter plot of Y versus X and add the true regression line and the estimated
version (using the full sample).

(i) Add the bounds of the 90% prediction interval to your plot. Coding hint:

pi <- predict(reg, interval="prediction", level=0.90)

lines(sort(x), pi[order(x), "lwr"], lwd=2, col="red", lty=2)

What is going on with sort(x) and order(x)?

(ii) What percentage of your observations are outside of this interval? Coding hint: you can
test TRUE/FALSE statements like this (y > pi[,"upr"]). Combine with the same thing
for the lower bound.

(iii) Add the bounds of the true 90% prediction interval to your plot. This is the interval that
assumes you know the true β0, β1, σ

2
X , and σ2ε and don’t have to use estimates. Thus,

estimation of these won’t factor into the uncertainty of Ŷ . (use ?qnorm for help with
quantiles and lty=2 in abline() or lines() to get a dashed line).

(iv) What percentage of your observations are outside of this true interval?

(e) Repeat part (d) for different values of n, σ2X , and σ2ε . What do you learn? What effect do these
values have?

4 Teacher Salary Exploratory Analysis

The teach.csv data contains information on salary (in 1971 £ Sterling) for n = 90 teachers in the
United Kingdom, along with the following characteristics of the teachers and the schools they work in:
number of months of service (minus 12); sex (M/F); marry indicating (TRUE/FALSE) whether the
female teachers were married or not1; type of degree offered to graduates ({0, 1, 2, 3}, with 3 being
the “highest” type of degree); type of school (A/B); whether or not the teacher had special training
(TRUE/FALSE); and brk, indicating whether or not the teacher had a break in service for two or
more years (TRUE/FALSE).

You are going to explore how these variables affect teacher pay.

(a) Make a plot of salary versus the number of months in service using color, or otherwise, to
indicate the sex of each teacher on the plot. Comment on what you see, and why the original
article published using with this data may have been called “Sex differentials in teachers’ pay”
(Turnbull & Williams; JRSSA 1974).

1Male teachers are coded as “single” (FALSE) whether they were married or not; apologies.
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(b) Now, ignore months and produce six sets of boxplots, one set for each other factor (sex, marry,
degree, type, train, and break), showing the conditional distribution of salary for each level
of each factor. Which seems to have the strongest effect on teacher salary?

(c) Using color, or otherwise, plot salary versus months in service [similar to (a)] with indications
for the levels your chosen factor [from (b)] for each teacher. How does this new plot compare
with the plot from (a), and what do you conclude based on this new evidence?

(d) Reconsider the questions in (c) through regression. That is, run two regressions: salary on
your chosen factor and then again on sex.

(i) Explicitly write down the regression model you are fitting in each case.

(ii) How do you interpret the slope coefficient in the regression on sex?

(iii) Do you think that these factors make a meaningful difference in teacher’s pay? What is
your evidence?

(iv) Compare your results to the boxplots in (b).

(v) (Looking ahead a little.) Run your first multiple linear regression (MLR) by regressing
salary on sex and your chosen factor. What do you learn from the slope coefficients in
this regression? How does this compare with what the two separate regressions indicated?

If you chose marry in (b), the R code for the MLR would be

> my.first.mlr <- lm(salary ~ sex + marry)

> summary(my.first.mlr)

(e) Now, consider only the portion of the data corresponding to teachers whose school offers a
degree of type “0”:

> teach0 <- teach[teach$degree == 0,]

Investigate the effect of months of service on salary in this subset of the data. Calculate
the correlaton between months and salary and use this to fit the regression line salary =
b0 +b1months+e. What does b1 tell you about the influence of months? How would you predict
the starting salary for teachers in schools which offer degree “0”?

(f) Consider the results from your regression in (e). Plot the data (subset) and regression line.
Plot the residuals both as a histogram and against months. Comment on any problems you see.
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